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Abstract

Record Linkage — also known as entity resolution, object identification, or field matching — is the
process of identifying and matching records across multiple data sources that refer to the same real-
world entities, despite the absence of a unique identifier. When applied within a single data file, this
task is often referred to as de-duplication. The increasing digitalization of data sources, coupled with
the growing availability of computational power, has made record linkage a cost-effective solution for
addressing emerging informational needs without additional burdens on respondents and budget for
data collection.

In this paper, we revisit several probabilistic approaches to record linkage by focusing on three mile-
stones from the extensive body of contributions developed over last decades. We discuss the ra-
tionale behind selecting these particular models and examine their respective strengths and weak-
nesses.
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1 Introduction

Record Linkage — also known as entity resolution, object identification, or field matching — is the
process of identifying and matching records across multiple data sources that refer to the same real-
world entities, despite the absence of a unique identifier. When applied within a single data file, this
task is often referred to as de-duplication.

Linking data files serves multiple and complementary purposes:

— One key use is the creation of a larger reference dataset or frame that offers a more complete,
unit-level picture of a statistical population and can be repeatedly used to support various sta-
tistical tasks. This approach is exemplified by statistical registers, such as population, business,
agricultural, and dwelling registers, compiled by National Statistical Agencies. These registers
integrate micro-level information from multiple data sources, resulting in richer datasets than
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those based on a single source. Beyond their initial creation, statistical registers require contin-
uous updates and maintenance, that is continuous linkage of several data sources.

— Data linking also enables one-off, comprehensive studies where model-based statistical anal-
yses benefit from auxiliary variables that are available in different sources. Examples include
linear and non-linear regression models based on integrated datasets, as well as small area
estimation techniques. The latter rely on auxiliary information — often obtained from external
sources — to "borrow strength” for domains with small sample sizes or no direct sample rep-
resentation. In National Statistical Agencies, a notable application of model-based analysis
facilitated by data linkage is the dual system estimation model, also known as the capture-
recapture method. This technique is used to assess the coverage of the decennial census. It
requires linking individuals counted in the census to those identified in a dedicated coverage
survey, known as the post-enumeration survey. Under appropriate assumptions, this method
provides an unbiased estimate of the true population size and quantifies the census coverage
error.

Linking different data files is straightforward when unique identifiers are available and error-free for
all records across all sources. In such ideal cases, the linkage process can be performed accurately,
with no impact on subsequent statistical procedures that rely on the linked data. However, this ideal
scenario is not always realized — particularly when dealing with data sources that are newly used
or repurposed for statistical analysis. In many such cases, unique identifiers may be missing or
contain errors, at least for a subset of the records. Under these conditions, record linkage becomes
a statistical challenge that can be addressed using a set of common variables — known as matching
variables — along with appropriate statistical models. It is important to note that the linkage model
may introduce uncertainty into the resulting linked dataset. This uncertainty must be acknowledged
and, where possible, accounted for in downstream analyses to avoid biased, misleading conclusions.

For illustration, Table [1| presents two fictitious datasets, where each record corresponds to an indi-
vidual. The datasets share a set of common matching variables — namely, name, date of birth, and
gender — all of which may be affected by errors. The goal of record linkage is to identify and match
records that pertain to the same underlying individual.

The essential components of a record linkage framework are the records, the observations in the
input datasets that we aim to link, and the underlying real-world entities to which these records may
correspond. Crucial to the linkage process are the matching variables, which are used to identify
and match records across datasets. These variables are typically subject to various types of error,
variation, discrepancy, or missing values.

The quality and discriminative power of the matching variables are fundamental to the success of any
record linkage strategy: effective matching variables should provide strong identifying information
to distinguish among records. At the same time, linkage methods must be robust to the inevitable
inconsistencies that arise even when the variables refer to the same entity. Such discrepancies
are particularly common with string variables, such as names and surnames, which are prone to
misspellings, abbreviations, transpositions, and variations such as fused or split words. Similarly, nu-
merical and date variables may suffer from rounding errors, digit transpositions, insertions, deletions,
or inconsistent formatting.

In this paper, we review some probabilistic approaches to record linkage. Adopting an inferential
perspective, we select three milestones, with the intention of condensing and unifying the proliferation
of contributions in the field. The rationale for the selection, along with a discussion of their respective
strengths and limitations, is provided in the following sections.
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Table 1: Fictitious records referring to individuals in two datasets, with common matching variables

Dataset A
Unit Al Zo 73 Y
Name Date of Gender Level of
birth education
1 Bill Adams 08/07/69 M
2 Robbie SAbin 2002 F

n4a James Barnes 25/12/85 M

Dataset B
Unit Z1 ) Z3 X1 X5
Name Date of Gender Working Job
birth condition  position

1 William Adams 07/08/69 M
2 Roberta Sabin  12/03/02 F
Jim Barnes 25/12/85 F
Jilian Barnes 25/12/85 F
ng

— The first milestone is undoubtedly the seminal model proposed by Fellegi and Sunter (1969),
which operates on pairs of records and evaluates levels of agreement across the matching
variables to decide whether records refer to the same entity.

— The second landmark is the hit-miss model introduced by Copas and Hilton (1990), which offers
a different perspective by explicitly modeling measurement errors in the matching variables,
rather than relying on levels of agreement, in the pairwise comparison of records.

— The third milestone marks a conceptual shift away from pairwise modeling towards a parti-
tioning approach. This framework inherently supports the simultaneous linkage of multiple
datasets and the de-duplication of individual data files, by modeling the overall records into
latent entities.

The rest of the paper is structured as follows. In Section [2| we pay tribute to the theory for record
linkage developed by Felleg and Sunter in their seminal paper, which continues to serve as a base-
line for comparing any developments in the field. Section (3| reviews the hit-miss model proposed
by Copas and Hilton (1990), which addresses measurement errors in the matching variables, miti-
gating information loss. In Section |4, we present the partitioning approach, which overcomes a key
inferential limitation of the Fellegi and Sunter framework, namely, the assumption of independence
among record pairs. Finally, Section [5] offers concluding remarks and outlines directions for current
and future research.

2 The Fellegi and Sunter model

The most widely used and foundational model for record linkage remains the Fellegi and Sunter
model. In their seminal paper, "A Theory for Record Linkage”, Fellegi and Sunter (1969) formal-
ized earlier ideas introduced by Newcombe et al. (1959), establishing the first rigorous statistical
framework for record linkage. The core idea, originating with Newcombe et al. (1959), involves com-
paring pairs of records and computing the probabilities of agreement and disagreement across a set
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of common matching variables. This approach is based on the rationale — supported by empirical
observations on labeled datasets — that when pairs agree (disagree) on the matching variables, it is
likely (unlikely) that they correspond to the same entity.

In essence, the Fellegi and Sunter model is based on pairwise comparisons: records from different
data sources are compared against one another using a set of common matching variables. Each
comparison produces a pattern of agreement or disagreement, evaluated through similarity metrics
tailored to each matching variable. Fellegi and Sunter (1969) were the first to associate these agree-
ment patterns with probability distributions, which they then used to classify record pairs as either
links (representing the same entity) or non-links (representing different entities).

Logically, irrespective of the degree of overlap between the original data sources, only a small fraction
of the total number of record pairs can be a match, while the vast majority will fall into the non-
match category. In most applications, downstream analyses focus exclusively on the identified links.
However, there are instances — such as the creation or maintenance of a frame for sampling purposes
— where non-links are also of interest.

The classification of record pairs into links and non-links is designed to minimise two types of classi-
fication errors:

— False links (FL) or false positives: These occur when a pair is incorrectly classified as a link,
even though the two records refer to different entities.

— False non-links (FNL) or false negatives or missed matches: These arise when a pair is incor-
rectly classified as a non-link, despite the two records actually referring to the same entity.

Formally, let us consider the simplest case of 2 datasets A and B, of size n4 and np, respectively.
Let us assume we have £ common matching variables 71, Zs, ..., Zj.

The pairwise comparison of all the records in A and B generates the pairs space A x B = (, that
is the Cartesian product of input datasets, of size |©2| = n4 x np. The pair space 2 can be seen as
composed of two disjoint sets of pairs:

M ={(a,b): a =0} the set of the matches
U=A{(a,b):a+#b} the setof non-matches

The sets M and U are an unobserved partition of Q, M U U = 2 and M N U = @. The objective of
the record linkage method is to determine which pairs are in M.

Similarly, the pairs in 2 can be represented in a matrix Cy,, , ,, .}, Where every row refers to a unit in
A, and every column to a unit in B. The elements in the matrix, c,;, with a € A and b € B, can only
assume two values:

Cap =1 if (a,b)EM

cap =0 if(a,b) €U
Therefore, the record linkage problem can also be formulated as the estimation of the unobserved
configuration matrix C = {cap}.

Building on the ideas introduced by Newcombe et al. (1959), the Fellegi and Sunter model com-
pares the matching variables 71, Zs, ..., Z;, for each record pair (a, b) using a set of similarity functions
sk(28,22). A well-designed comparison function is crucial to the linkage model since the similarity
outcomes will drive the classification of the pairs. Many sophisticated similarity metrics have been
developed to handle common sources of errors, e.g., typos and misspellings in strings. While the

outputs of these metrics can take on a range of values to reflect the level of agreement, most imple-
L]
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mentations of the Fellegi and Sunter model simplify the output into a binary classification: agreement
or disagreement on each variable.

The results of the comparison for all the variables on the pair (a, b) are collected in the vector ~,;, and
its component for variable Z;, is indicated by 74, 1.

In the Fellegi and Sunter model, the vector ~,, contains all the observable information to decide
whether a pair (a,b) is a match. They consider the (unobserved) distribution of the comparison
vectors v of the pairs (a,b) € M, say m(y), and the corresponding (unobserved) distribution of the
comparison vectors v of the pairs (a,b) € U, say u(v). The decision about (a,b) is based on the
likelihood ratio

wab = =

Therefore, a pair (a, b) is classified according the following rules:

(a, b) e M* if wap > Ts
(a,b) e U* if wep < Ty
(a,b) is not assigned neither to M* nor U*  if Thy > wep > Ty

where M* and U* indicate the set of links and non-links, respectively. The thresholds Ty, and Ty are
set up based on acceptable values for the linkage errors, that is P(w., > Tar|(a,b) € U) < X and
P(wqp < Tyl(a,b) € M) < v, where X and v are the acceptable values for the False Linkage rate and
the False Non-Links rate, respectively. Fellegi and Sunter demonstrate that classifying record pairs
based on the likelihood ratio w,;, yields an optimal decision rule, given the values of the linkage error
rates. The classification minimises the number of unassigned pairs. This optimality is grounded on
the property of the likelihood ratio test.

The computation of the likelihood ratio w,, requires estimates of the distributions m(vy) and u(y).
In their original paper, Fellegi and Sunter propose an estimation approach based on the method of
moments, specifically in the case where three matching variables are used. However, the most widely
adopted estimation procedure is based on the Expectation-Maximization (EM) algorithm (Dempster,
Laird and Rubin, 1977), as introduced in the context of record linkage by Winkler (1988) and Jaro
(1989). Both authors formulate a complete data model (cqp, vap), Where the matching status c,y, is
treated as a latent, unobserved variable. This formulation simplifies the computation of the complete
likelihood function, under some key assumptions about the set of record pairs (a,b) € , such as:

— the matching status ¢, is an i.i.d. Bernoulli r.v., with P(C' = 1) = p;

— each comparison vector ~,; is an i.i.d. observation from the mixture distribution:

f(v) = f(y[M)p + f(4[U)(1 = p) = m(y)p + u(y)(1 - p)

— the couple (cup, Vap) is i.i.d. from the joint distribution:

fle,) = [m(y)p)° - [u(y) (1 — p)]1=9,

The p parameter can be interpreted as the proportion of matches in €2, it represents the marginal
probability that a randomly selected pair (a, b) from Q corresponds to a true match.
In addition to the i.i.d. assumption on record pairs, a conditional independence assumption is often
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introduced for the components ~,; ;. of the comparison vector. Specifically, it is assumed that the
outcome of the comparison vector for variable Z;, is independent of the outcome for variable Z;, given
that the pair (a, b) belongs to M (U).

As a result, the joint distributions can be expressed as the product of their components: m(v.) =
[I; m(Vabke) @nd u(vep) = [, u(vank). This factorization greatly simplifies the computation of the
likelihood ratio.

Under the conditional independence assumption with binary outcomes, the model requires at least
three matching variables. The EM algorithm is relatively straightforward to implement. However,
its performance can be sensitive to the choice of initial values. A well-chosen initialization, which
provides a reasonable separation between the match and non-match components, can significantly
reduce the risk of getting stuck in local maxima and improve the speed and stability of convergence.

2.1 Strengths and limitations of the Fellegi and Sunter model

The Fellegi and Sunter model remains a competitive unsupervised probabilistic approach for record
linkage. One of its main strengths lies in the robustness of the rank of the pairs produced by the
likelihood ratio. This ranking guides the classification process and tends to remain accurate even
when the underlying model is not fully well-specified. In practice, the model often yields satisfactory
linkage results, even if the estimated model parameters are not accurate. In other words, while
misspecification of the model may significantly impact the parameter estimates and consequently
the linkage error estimates, it has a comparatively limited effect on the actual identification of the
matches. For alternative strategies specifically aimed at better estimating linkage errors, see, for
instance, Belin and Rubin (1995).

Nowadays, many open-source record linkage tools in both Python and R implement the Fellegi and
Sunter framework, often incorporating various enhancements to address large-scale datasets, ob-
served frequency distributions of the matching variables, and other issues discussed later in this
section. Notably, one of the more recent and efficient implementations is the R package fastLink
(Enamorado, Fifield, and Imai, 2019), which is designed to be scalable, fast, and computationally
efficient.

From an inferential standpoint, one of the most critical issues of the Fellegi and Sunter model is the
assumption of independence of pairs. The likelihood function is derived under the assumption that
both the comparison vector ~,;, and the unobserved variable c,;, are i.i.d. for all the pairs (a,b) € Q.
However, this assumption is untenable. As noted already by Kelley (1986), there exists a deterministic
dependency among the comparison outcomes of the pairs in the Cartesian product. The same
applies to the matching status. This is especially evident in settings where the linkage is constrained
to be 1:1, meaning that each record in data file A can be matched to at most one record in data file
B, and vice versa. Such a 1:1 relation imposes structural constraints on the cells of the configuration
matrix C, violating the independence of its elements and complicating the derivation of a tractable
likelihood function over the space 2. In the absence of independence, standard likelihood-based
inference becomes complicated. A potential solution is the use of a composite likelihood approach,
as explored by Slawski et al. (2024) in the context of inference for linked data.

Alternative models, which avoid specifying the likelihood function over pairs, are introduced and dis-
cussed with some details in Section [d] These approaches adopt a Bayesian framework.

Several aspects of the Fellegi and Sunter model have inspired a wide range of extensions and innova-
tions, not only in the statistical community but also in the fields of computer science and information
technology. Among the most notable developments (the limited references cited here do not give

justice to the extensive literature that has evolved on these topics over the past fifty years) are:
L]
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— Scalability with respect to the size of datasets. The number of record pairs generated by the
Cartesian product grows quadratically with the size of the input data files, while the number of
true matches is bounded above by the size of the smaller data file. As a result, the proportion
of true matches p becomes extremely small, leading to substantial computational costs and
challenges in model estimation. To address this, a variety of "blocking” techniques have been
developed. These methods aim to pre-filter the set of candidate pairs by excluding pairs that
are highly unlikely to match, based on some criteria (e.g., the simplest criterion is an exact
agreement on a selected blocking variable). Blocking serves two main purposes: it reduces
the computational burden by limiting the number of pairwise comparisons, and it prevents the
inflation of non-matching pairs, which can destabilize the estimation of model parameters, espe-
cially the match probability p. For a review of blocking methods in the context of record linkage,
see Christen (2011).

— 1-1 matching, where each record in file A can be matched to at most one record in file B,
and vice versa. This setting is a common requirement in many applications. However, the
original Fellegi and Sunter model does not naturally enforce this constraint, as it relies on the
assumption of independence among the pairs. As a result, some post-processing is typically
required to enforce the 1-1 constraint on the set of links. Several optimised solutions, both for
computational costs and accuracy of the results, have been proposed, e.g., in Jaro (1989), and
Moretti et al. (2019).

— Removing the assumption of conditional independence among the matching variables. Win-
kler (1993) and Larsen and Rubin (2001), among others, have proposed models that allow for
interaction among the matching variables.

— Weighting the agreement/disagreement vector to reflect the frequency distribution of the ob-
served matching variable values. The rationale is that an agreement on a rare long value (e.g.,
the surname Quondamangelomaria) is more informative than an agreement on a common short
value (e.g., Smith), and thus should receive a higher weight in the linkage model. An early pro-
posal incorporating this idea can be found in Winkler (1989).

— Extensions to three and more files present additional challenges, particularly the need to ensure
the transitivity of the resulting linkage structure. This property is not guaranteed under models
that assume the independence of pairs. For example, in the case of three data files, A, B, and
C, if record a € A is linked with record b € B and with record ¢ € C, then transitivity would
require that b and ¢ also be linked.

3 A measurement error for record linkage: the hit-miss model

In their fundamental paper "Record Linkage: Statistical Models for Matching Computer Records”,
Copas and Hilton (1990) envisage several directions for improving record linkage models. These
ideas have been highly influential and have shaped methodological development in the field over the
following decades.

Copas and Hilton (1990) introduce a novel supervised approach to record linkage, where statistical
models are trained on a set of known matched pairs and then used to estimate likelihood ratios for
pairs with unknown matching status. Their contribution marks a shift in focus from comparing record
pairs based on agreement/disagreement patterns, as in Newcombe et al. (1959) and Fellegi and
Sunter (1969), to modeling the error that affects the observed values of matching variables, initially
on a large set of pairs known to be true matches. Central to their proposal is the concept of a latent
“true value” for each record, coupled with a conditional distribution describing the observed values as
noisy manifestations of this latent value. Copas and Hilton (1990) propose the basic hit-miss model,
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along with some generalizations, to characterise the relationship between the latent true records
and their observed values. Their illustrations focus on variables with a limited number of categories,
such as gender, or on variables for which simplified distributional assumptions can be made, e.g.,
continuous variables modeled by normal distributions.

The statistical models proposed by Copas and Hilton assume independence across the statistical
units observed in the two files, « € A and b € B, rather than across the pairs (a,b) € Q. This
assumption is definitely reasonable, particularly when the files are derived from independent data
observation or collection mechanisms. Moreover, Copas and Hilton note that any eventual correlation
between observations can be accommodated within the model framework, e.g., by introducing a
systematic error in the latent "true” value, which should not be necessarily interpreted as the correct
value.

Formally, Copas and Hilton assume that for each record in the input files, and for each matching
variable Z;, which takes values in Z;, there exists a true but unobserved record, along with a record-
ing mechanism that may introduce errors. To illustrate their observational model, consider a single
matching variable 7, distributed as a Gaussian, as in their original paper. Let u denote the true
value, normally distributed across the records, that is, each unit is an independent realization of
po ~ N(u,72). Whether the record belongs to file A or file B, the recording mechanism adds an
independent random error, so that Z|up ~ N(u,o?). Marginally, the observed values in each file
follow: Z4|u ~ N(u,0% +7%) and ZB|u ~ N(u,0? 4 12), for the units « € A and b € B, respec-
tively. Consequently, for any pair (a,b), the observed variable (Z4, Z?) follows a bivariate Gaussian
distribution:

— if the pair is a match (a = b), we have a bivariate Gaussian with mean (o, 110), variance o2 + 72
and covariance 72

— if the pair is not a match, (a # b), the observations (Z4, ZP) are independent, i.e., they have
the same mean and the same variances as in the previous case, but zero covariance.

It is worth noting that the likelihood ratio derived under this model incorporates not only the difference
between the observed values z* from record a € A and z” from b € B, but also an adjustment for
how unusual the observation z is with respect to the overall mean . By explicitly modeling the mea-
surement errors in the observed values, this model makes a more efficient (in the sense explained in
Copas and Hilton, 1990, p. 294) use of the available information than the agreement/disagreement
comparisons, even when multiple levels of agreement are used. The two approaches become equiv-
alent only in cases where the agreement levels provide a sufficient partition, that is, when further
information from the observed values in (a, b) is completely uninformative as far as matching is con-
cerned.

Generally speaking, in the hit-miss model, each observed value of a matching variable Z; has a
probability (1 — ¢) of being recorded correctly (a hit), and a probability ¢ of being replaced by any
other value from the support of Z, (a miss). A hit always reproduces the true value, while for a miss,
various selection mechanisms can be defined. For instance, the miss may be drawn uniformly from
the support of Z, (as in Tancredi and Liseo, 2011) or according to the observed marginal distribution
of the values (as in Copas and Hilton, 1990). By chance, a miss may result in the correct value. The
error probability ¢ can be allowed to vary across matching variables or between data files. Copas and
Hilton further suggest enhancements to this model, such as relaxing the assumption of conditional
independence between the values of a matched pair; making the distortion probability depend on the
true value so that erroneous values occur "close” to the true one, rather than far apart. Of course,
simplified assumptions may be required to avoid the risk of over-parametrization.

Copas and Hilton (1990) adopt their model within the likelihood ratio framework proposed by Fellegi-
L]
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Sunter. Fortini et al. (2002) instead propose a Bayesian approach, in which the likelihood function for
the (a,b) € Q is factorised into three groups, based on the matching status of the pairs. Assuming no
duplicates in the input files and that the total number of distinct units across the files A and B is n, the
first group of records corresponds to matches, the second group is composed by the records present
only in A, and the third group is composed by the records present only in B. Under the assumption of
a univariate Gaussian matching variable Z, and with the unobserved matching status represented by
the matrix C, Fortini et al. (2002) propose a complete likelihood function and specify prior distributions
both for the parameter of interest (i.e. the matrix C) and for the parameters of the error model (in
the previous example, (i, 02, 72)). The posterior distribution is simulated via a Metropolis-Hastings
algorithm. One of the main advantages of the Bayesian framework is its ability to incorporate prior
information and structural constraints on C' in a rigorous way. For example, knowledge about the
expected number of matches, based on the input file sizes, and the eventual constraints due to the
1:1 matching, in the absence of duplicates, can be naturally introduced into the prior distribution of C'.

Tancredi and Liseo (2011) extend this proposal to a more realistic and practical setting. Their work
focuses on categorical matching variables. They further elaborate on prior knowledge about the
configuration matrix C. A key innovation is the joint estimation of both the parameters governing
the linkage procedures and those related to subsequent analysis, specifically the estimation of the
population size. This joint estimation procedure enables a two-way propagation of uncertainty, from
the matching procedure to the estimation stage and vice versa. This approach was extended in
other papers under other settings, e.g., Tancredi and Liseo (2015), Tancredi et al. (2020). The joint
modeling of the hit-miss model and the configuration matrix allows for the probabilistic treatment
of multiple latent links simultaneously. However, the model cannot be analyzed in closed form, and
simulation from the posterior distribution is necessary, using a complex dynamic Markov Chain Monte
Carlo sampler. The procedure is computationally intensive, limiting both scalability and generalization
to settings involving multiple data files. Further algorithmic details are provided by Tancredi and Liseo
(2011).

A similar modeling structure for record linkage is proposed in Hall et al. (2012). On the other hand,
Bayesian versions of the classical Fellegi and Sunter model, based on the comparison vectors, are
developed in Fortini et al. (2001), Larsen (2005), Sadinle (2017).

4 Partitioning Unobserved Entities

Recent developments in record linkage treat the observed data as noisy or perturbed observations
of a set of matching variables drawn from a finite population of unobservable latent entities. The
objective of the linkage is to identify which observations in the input files represent the same latent
entities. The idea of true, unobservable /atent entities generating the observed records was already
suggested by Copas and Hilton (1990) and used to model the measurement errors in the matching
variables. However, they still relied on the likelihood ratio of record pairs to make linkage decisions,
following the approach of Fellegi and Sunter. In contrast, the approach discussed here aims to
estimate a partition that represents how the observed records are grouped in micro-clusters, each
corresponding to a distinct "latent entity”. To clarify with an example, consider two data files A and B,
each containing two records A = [a1, a2] and B = [b1, bs]. Assume that the files are in a 1:1 matching.
In this setting, there are seven admissible partitions, see (T).

Partitions C; and C, consist of two micro-clusters, each of size two, corresponding to two latent
entities. Partitions C3, C4, Cs, and Cg correspond to three micro-clusters, one of size two and two
of size one. These are distinct partitions because they imply different underlying entities. Finally,
partition C; represents the case where all four records correspond to different latent entities, with no
matches. The major advantage of this partition-based approach is that it naturally accommodates

both infra-file de-duelication and multi-file Iinkage while Ereserving the transitivitz of the matching

The Survey Statistician 25 July 2025



structures. Furthermore, although early proposals faced scalability limitations, recent developments
have significantly improved scalability, both in terms of the number of records per file and the number
of files being linked.

Cr = {{a1, b1}, {az,b2}}

Co = {{a1, b2}, {az, b1 }}

Cs = {{a1, b1}, {az}, {b2}}

Cs = {{ar, b2}, {az}, {b1}} (1)
Cs = {{az, b1}, {a1}, {b2}}

Co = {{az, b2}, {a1}, {b1}}

Cr = {{ar}, {01}, {az}, {02}

Partitioning fits naturally within the Bayesian framework and has been proposed in settings where
discrepancies among matching variables are modeled through measurement errors — for example,
in Steorts et al. (2016), Tancredi et al. (2020), Marchant et al. (2021) — as well as in approaches
that compare observed record content via levels of agreement, such as Aleshin-Guendel and Sadinle
(2023). It is difficult to pinpoint the first paper that introduced this approach. An explicit mention of
partition appears in Sadinle (2014), although that work is limited to bipartite linkage —- a special
case involving only two input data files and no duplicates. On the other side, the concept of latent
entities are explicitly discussed in Fienberg and Manrique-Vallier (2009) and subsequently in Tancredi
and Liseo (2011). However, these approaches still relied on the use of a matrix C' (a pair-wise
representation of record linkage decisions) as a component of their hierarchical Bayesian model.

In Hall et al. (2012) and Steorts et al. (2014), the number of latent entities is initially assumed to be
equal to the total number of observed records across all data files, that is, n = >, n,. In Steorts et al.
(2016), this assumption is relaxed by introducing n > n, as a hyperparameter representing an upper
bound on the number of clusters in the partition of the records. Subsequently, Tancredi et al. (2020)
reintroduce the population size as an unknown parameter within a joint model for record linkage and
population size estimation. They argue that the observed data are simultaneously informative about
(i) the number of distinct population entities that have been observed — i.e., the population size N,
and (ii) the assignment of records to these entities —i.e., the record linkage structure.

Therefore, Tancredi et al. (2020) propose a Bayesian hierarchical model in which the N unobserved
population units generate the fully observed records. These records are independently collected
across the L lists, allowing for multiple appearances of the same individual within and across lists.
Each latent entity is associated with super-population variables Z;,, which in turn generate the ob-
served variables Z;, , potentially affected by measurement errors. The measurement process follows
the hit-miss model. In this framework, the observed variables are conditionally independent across
all records, given their respective latent true entity A. The hit-miss model fits naturally into this repre-
sentation: it assumes independence for records belonging to different entities, while dependence is
explicitly modeled for records corresponding to the same entity.

A hierarchical model introduces prior distributions for all unknown quantities: the matching variables
Z, the measurement error parameters ¢, the partition C, and the population size N. The prior
distribution chosen for the latent entities p(A\|N) assumes that the L lists are independent samples
of sizes n; from a population of size N, and it induces a prior over the space of partitions C, thereby
influencing the number of clusters. The prior over micro-clusters takes into account the measurement
error parameters (;;, - where i indexes the file, j the record, and & the variable. Large distortion
probabilities increase the chance that unrelated records are grouped into the same cluster, whereas

lower values of (;;;, enforce tighter within-cluster similarity and greater between-cluster separation.
__________________________________________________________________________________________________________________________________|]
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For a more comprehensive discussion of the role of prior distributions on both the population size and
the partition space, including alternative approaches based on a nonparametric model such as the
Pitman-Yor process, which facilitates the creation of many micro-clusters, see Tancredi et al. (2020).

The authors show that the likelihood function is available in closed form when the partition consists
of small clusters (of size less than 3); this is the case when linking two files without duplication, or de-
duplicating a single file. For larger clusters, the likelihood must be computed recursively. To address
the computational burden of evaluating the likelihood, a pairwise likelihood approximation is proposed
as a scalable alternative, at the price of a loss of information.

A Metropolis-within-Gibbs algorithm is proposed to simulate the posterior distribution. While this
approach is computationally intensive, the implementation introduced by Marchant et al. (2021)
offers significant improvements. Their method incorporates a blocking procedure directly into the
probabilistic model, enabling the propagation of uncertainty between the blocking and linkage stages
through the Bayesian framework. In this context, blocking is used not to reduce the search space,
but to distribute and parallelize the linkage process. Unlike traditional blocking procedures, the block
assignments are not fixed; records and entities can move between blocks at each iteration. The
authors present a distributed, partially collapsed Gibbs sampler and a fast implementation of the
Gibbs updates to enhance computational efficiency. Details of the algorithm can be found in Marchant
et al. (2021). Crucially, the model continues to rely on the core assumption from the hit-miss model:
conditional independence of the observed records, given their underlying latent entity. An open-
source implementation of their methodology is available in the R package d-blink.

5 Concluding Remarks

This review touches only the tip of the iceberg of the many proposals and contributions that have
shaped the discussion on probabilistic record linkage over the past fifty years. Favorable circum-
stances, including the availability of large datasets, powerful computing resources, and the increas-
ing demand for new information at reduced cost by integrating existing sources, have fueled this
progress. One might wonder whether interest in record linkage will continue to grow in the coming
years. | believe Hernandez and Stolfo (1998) are right when they state that “real-world data is dirty”.
The task of probabilistic record linkage is to transform this dirtiness into statistical uncertainty.

In recent years, there has been a growing emphasis on measuring linkage errors to properly account
for them in subsequent analyses of linked data. This topic was only marginally addressed in this re-
view, by mentioning the few papers that jointly model the linkage process and downstream inference.
However, in practice, the linkage procedure and the subsequent analysis of the linked data are often
conducted by different researchers and teams. This separation creates a strong need for identify-
ing and sharing the minimal sufficient information that those performing the linkage should provide
alongside the linked data, and for linkage models that can accurately quantify their errors. Among
recent advances, the Bayesian framework underpinning the partitioning scheme appears particularly
promising and holds considerable potential for further development.
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