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Abstract

Application of Bayesian nonparametric methods is an important area of research for statistical agen-
cies. In this work, we study the application of techniques based on Dirichlet processes (DP) to
complex survey data. We propose a novel approach that combines the existing methods, used by
Statistics Canada, for the derivation of survey weights for stratified, clustered, unequal probability
sample designs and the flexibility of nonparametric Bayesian methods based on DP. We apply such
models to some of the datasets collected during Cycle 6 of the Canadian Health Measures Survey
(CHMS) and conduct several simulation studies to show the robustness of our models under various
scenarios as well as applicability of the models to a possible production of the official statistics.

Keywords: Dirichlet process, Canadian Health Measures Survey, Low response rates, Small area
estimation.

Introduction

The proposed approach utilizes methods developed at Statistics Canada [Beaumont, 2008], [Beau-
mont and Patak, 2012] for production of sample weights that account for complex survey designs,
similar in idea to methodology described in Dong et al. [2014], and originally based on Rao and Wu
[1988]. The application of such methodology produces weighted samples that can be considered a
true representation of the characteristic of interest in the target population. As shown in this work, the
combination of such weighted samples with our DP model allows for production of realistic posterior
distributions. DP models proposed in previous publications [see, e.g., Yin and Nandram, 2020] are
based on iid samples, thus being relatively simple in presentation yet rarely applicable to the real
world data.

Following several studies [Al Labadi, 2012], [Sethuraman, 1994], [Neal, 2003], we developed a set
of software tools for sampling from posterior DP. As one of the applications, our model can be used
to synthesize new data samples and produce associated estimates for various socioeconomic and
health characteristics of the population in situations, for example, when the size of available sample
does not allow for the production of estimates of acceptable quality using traditional methods. Having
access to the posterior DP distribution and synthetic datasets, generated from it, can also be useful
for testing of various approaches and models in survey methodology, while preserving confidentiality
and encouraging collaboration within an open source environment.
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1 Dirichlet Process

A Dirichlet process (DP) is a stochastic process which can be used to produce probability measures
as its sample paths. Since stochastic processes are distributions over function spaces, their sample
paths are random functions drawn from those distribution. In particular, the DP is a distribution over
probability measures, thus its sample paths can be interpreted as random distributions over some
measurable space (Ω,A). In addition to maintaining the main advantages of Bayesian nonparametric
methods (e.g., implementability given a wide range of available software tools, being distribution-free,
validity even with relatively small samples), models based on DP address two important challenges
that generally may arise in nonparametric Bayesian inference. As described by Thomas S. Fergu-
son in his seminal paper [Ferguson, 1973], DP models produce analytically manageable posterior
distributions, while delivering a large support for the prior distribution. We assume that the intended
reader is familiar with the Dirichlet distribution and its properties [see, e.g., Ng et al., 2011].

2 General Setup

The DP was formally introduced by Thomas S. Ferguson, in Ferguson [1973], as a prior law over the
space of probability distribution functions, which have finite-dimensional marginals following Dirichlet
distributions. We use a slightly modernized definition of the Dirichlet process [Neal, 2000], instead
of the one originally given by Ferguson [1973]. This modernized definition introduces two model
parameters instead of just one to make it more suitable for practical purposes.

Definition 2.0.1. Let (Ω,A) be an arbitrary measurable space, H a probability measure on (Ω,A). A
stochastic process P indexed by the elements of A is called a Dirichlet process on (Ω,A) with param-
eters α and H, if for a positive constant α and any finite measurable partition (A1, ..., AK) of Ω, the
joint distribution of the vector (P (A1), ..., P (AK)) is Dirichlet with parameters (αH(A1), ..., αH(AK)),
for integer K ≥ 1.

In applications that employ models based on DP P ∼ DP (α,H), we want to identify the conditional
distribution of P given the sample (i.e., the posterior distribution of P ). Since the space over which our
inference is made (space of probability measures on the sample space) is very large (with respect
to some suitable topology), it is helpful that the posterior computations and samples are tractable
and analytically manageable. Ferguson [1973] proved that Bayesian inference based on DP enjoys a
conjugacy property: If a random probability measure has a Dirichlet process prior, then its posterior
distribution, given an i.i.d. sample X1, X2, ..., Xn, is itself a Dirichlet process, parametrized by α + n

and F̄n with
F̄n =

α

α+ n
H +

n

α+ n
Fn, (1)

where n is the sample size and Fn is the empirical distribution

Fn(·) =
1

n

n∑
i=1

δXi(·), (2)

with δx(A) = 1 if x ∈ A, and 0 if x /∈ A. In view of the conjugacy of the prior, we may sample from the
posterior as we did from the prior with the exception that the model parameters have changed from
(α,H) to (α+n, F̄n). However, in complex DP-based models, it is generally not possible to write down
an explicit form for a posterior distribution of the Dirichlet process as is often done in the classical
Bayesian approach. Instead, it is more common to define how one can sample from such a distribu-
tion. The most popular representation of the DP is the stick breaking process [Sethuraman, 1994],
which is widely used to simulate from a DP. Readers may also be interested in reviewing [Al Labadi,
2012], [Neal, 2000] and [Neal, 2003] for other useful representations and sampling techniques.
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3 Application of DP model to Canadian Health Measures Survey data

In this section, we provide an empirical demonstration of applicability of the DP model-based ap-
proach to data samples obtained by a survey with complex design. As a practical application, we aim
at estimating group means and means for proportions for Body Mass Index (BMI) among Canadians
aged 20-79 years old obtained during cycle 6 of Canadian Health Measures Survey (CHMS). We
now consider a finite population from which a random sample is drawn using a sampling design. The
sample size is n. There is a set of survey weights w1, w2, ..., wn (used to adjust for non-response
and also for calibration). Let Xi be the BMI value associated with unit i in the sample. Based on
the study of several DP models also described in Antoniak [1974], Blackwell and MacQueen [1973],

Neal [2000], we utilize the CDF of the BMI variable, estimated on the sample as
∑n

i=1wiδXi∑n
i=1wi

, in

place of Fn in Equation (1). In our view, only a set of weights, like the one described, produced by
a method that accounts for a complex stratified, clustered, unequal probability sample design [see,
e.g., Beaumont, 2008] is applicable in this context. The synthetic data generated by our DP model
follow closely with the observed data sample. We also perform a Monte Carlo simulation study to test
the stability of our model and to account for uncertainty, providing a view of how the model performs
under different scenarios. The results suggest that the model is robust in terms of limited sensitivity
to reduced sample size as well as to a reasonable choice of the base measure. Finally, using the
Monte Carlo (MC) method, we produce a set of estimates, similar to the ones being released in many
official statistical publications and demonstrate the validity of our results by comparing them with the
traditional estimates.

3.1 Producing the Posterior DP and its sample paths for a weighted dataset from CHMS

For our first application, we extract the set of observed values for the BMI among Canadians aged
20-39 years old. The original sample size in this group was 1,053 units, which represent 10,024,224
Canadians nationwide. From the general classification of BMI (Statistics Canada. Table 13-10-0794-
01. Measured adult Body Mass Index. World Health Organization classification by age group and
sex), we learn that the median BMI for the selected age group roughly falls within 25-28, with 90%
of all values distributed between 18 and 45. We have considered Normal, Uniform and Chi-squared
distributions for the base measure in our model. For each of them a set of combinations of parameters
was tested. For Normal distribution, we assumed a constant σ = 7, the discrete interval [18, ..., 45]

with 0.5 increment was chosen as a test set for means of Normal and Chi-squared distributions.

A discrete interval
[∑n

i=1wi
107

, ...,

∑n
i=1wi
103

]
with the increment of 10 was considered as the set of

possible values for the concentration parameter. To monitor convergence, we utilized Cramér-von
Mises distance [Choulakian et al., 1994],[Baringhaus and Henze, 2017] between the base measure
and posterior draws from DP. As a result, we have selected parameter combinations which provided
close convergence measurements with respect to the selected metric and determined that the base
measure χ2(20) and α0 ≈ 1000 could give a reasonable approximation. A similar result was achieved
with µ = 24.5 for the Normal base measure and α0 ≈ 730. Expectedly, the Uniform base measure
gave less precise approximation, however provided an important demonstration of model flexibility
in the situation when a more informed prior cannot be found. It must be noted that the choice of
a suitable combination of parameters is extremely time consuming in comparison to employing DP
Mixture Models (DPMM) [see, e.g., Xuan et al., 2019], however it allows for equal-opportunity testing
of several base measures. Using the prior

Pprior ∼ DP
(
α0, χ

2(20)
)

(3)
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For a sample (X1, ...Xn) with α0 = w
10000 and w =

∑n
i=1wi, the posterior distribution of P becomes

P |X1, ..., Xn, w1, ..., wn ∼ DP

(
α0 + w,

α0

α0 + w
χ2(20) +

1

α0 + w

n∑
i=1

wiδXi

)
(4)

Figure 1: For weighted BMI dataset (Canadians aged 20-39 years old) – Sample Paths of prior DP
(30 yellow stepwise lines), posterior DP (a set of 30 smoother blue lines), and the empirical CDF from
data (bolder red line).

Figure 2: Probability Mass Function (PMF) of BMI variable; sample weighted values for Canadians
aged 20 to 39 years old (yellow) with upper limits marked by horizontal segments (red). PMF of the
synthetic data draw of size 10,000 (blue) produced by our DP model with the base measure for prior:
χ2(20).

A collection of sample paths of size 30 from the prior DP and the posterior DP (which can be inter-
preted as instances of a Posterior Empirical CDF) are plotted in Figure 1. As can be seen, sample
paths from the posterior DP are close approximations of the empirical CDF given data (red line in Fig-
ure 1). To visually compare the posterior data drawn from our DP model and the observed weighted
data, see Figure 2. Observe that the simulated data is following closely with the input data but is not
perfectly resembling it. This was achieved by setting a well balanced combination of the base measu-
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Figure 3: Probability Mass Function (PMF) of BMI variable; sample weighted values for Canadians
aged 20 to 39 years old (yellow) with upper limits marked by horizontal segments (red). PMF of the
synthetic data draw of size 10,000 (blue) produced by our DP model with the base measure for prior:
Uniform(0, 100000) and α0 ≈ 10.

re and concentration parameter with respect to Cramér-von Mises distance. Note that a similar (yet
less precise) result was obtained by choosing Uniform(0, 100000) as the base measure for the prior
(see Figure 3). This shows that the choice of base measure for the prior in Dirichlet Process model
can be helpful but, with some reasonable restrictions, is not absolutely crucial, as our model is driven
by both, the observed data and the available auxiliary information. One of such reasonable restric-
tions would be choosing a base measure with large enough support based on available auxiliary
information.

3.2 Monte Carlo Simulation Study for DP model

In this example, we estimate mean values for the BMI in six disaggregation groups of the population
(see classification in Table 1). To test the stability and reliability of our DP model outputs under
the constraint of reduced sample size, a Monte Carlo (MC) simulation with 10,000 iterations was
performed. A simple random sample without replacement (SRSWOR) of 20% of the size of the
observed sample was used as the training set for our DP model. The resulting training datasets had
around 90 to 100 units, depending on a disaggregation group. To avoid over-fitting, weight adjustment
was handled by calibration [Beaumont and Patak, 2012]. In this MC simulation study, we modeled
the situation where there is no reasonable preference for the base measure in DP prior. Hence, we
used the Uniform base measure and the prior:

Pprior ∼ DP (α0,Uniform(0, 100000)) .

Several quality measures, that appear to be among the most common [Koehler et al., 2009], were
produced to evaluate the results of MC simulations.
Notation:
R – number of iterations of MC simulation,
µ – parameter of interest (in our example it is the mean estimated from the sample),
µ̂r – r-step estimate of parameter (r = 1, 2, 3, ..., R),
µ̂ – expected value of the parameter over R MC iterations.
Relative Bias

RE =
1

R

R∑
r=1

(
µ̂r − µ
µ

)
(5)
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Table 1: Canadian Guidelines for Body Weight (BMI) Classification in Adults.
Class Code Class Description BMI Category (kg/m2)

1. (UW) Underweight < 18.5
2. (NW) Normal Weight 18.5 – 24.9
3. (OW) Overweight 25.0 – 29.9
4. (OC-I) Obese class I 30.0 – 34.9
5. (OC-II) Obese class II 35.0 – 39.9
6. (OC-III) Obese class III >= 40.0

Table 2: For group means – Relative Bias (RE), Mean Squared Error (MSE), Coefficient of Variation
(CV) and Coverage probability (CP) of Monte Carlo simulation for the synthetic data generated by the
DP model.

Females Males

Age Group RE MSE CV CP RE MSE CV CP
20-39 y.o. -0.0090 0.0759 1.09% 98.67% 0.0025 0.0471 0.81% 98.35%
40-59 y.o. -0.0038 0.0359 0.72% 97.43% 0.0017 0.0235 0.54% 97.36%
60-79 y.o. 0.0011 0.0498 0.81% 98.55% 0.0018 0.0362 0.68% 98.18%

Mean Squared Error

MSE =
1

R

R∑
r=1

(µ̂r − µ)2 (6)

Coefficient of Variation
CV = 100%× ŝe(µ̂)

µ̂
(7)

Coverage Probability

CP =
100%

R

R∑
r=1

I [µ̂r − 1.96ŝe(µ̂r) ≤ µ ≤ µ̂r + 1.96ŝe(µ̂r)] (8)

Results for Relative Bias (RE), Mean Squared Error (MSE), Coefficient of Variation (CV) and Cover-
age Probability (CP) with 10,000 iterations of MC simulation are given in Table 2. As it can be seen,
synthetic samples generated by our model using only a fraction of observed data (20%) are close and
stable approximations to the group means obtained from the full weighted survey data. This outcome
suggests reliability and reproducibility of results obtained with our DP model.

3.3 Computing Estimates and Credible Intervals for Proportion

As a final example, we produce estimates for proportion and their 95% credible intervals for the six
corresponding BMI groups according to classification given in Table 1. To test the capability of our DP
model in a challenging situation with a small sample size we again select a 20% SRSWOR subsample
from the original dataset for each disaggregation group with calibration used for weight adjustment.
We then deploy our DP model on this subsample to produce the posterior DP distributions for each
disaggregation group and generate 1,000 data-points in order to compute estimates for proportion
and their 95% Credible Intervals for the corresponding disaggregation groups.

A Credible Interval CIα(x) =
[
xα

2
n, x(1−α

2
)n

]
of level (1 − α) is produced from an ordered set

x = (x1, ..., xn) of samples from the posterior empirical distribution.
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Figure 4: For Female and Male Canadians aged 20 to 39 years old – Comparison of estimates
for proportion and their 95% Confidence Intervals (blue) for BMI groups (obtained from the full-size
weighted survey estimates) to estimates for proportion and their 95% Credible Intervals (red) obtained
from the synthetic data produced by the DP Model (using a 20% random subsample of the original
data).

Figure 5: For Female and Male Canadians aged 40 to 59 years old – Comparison of estimates
for proportion and their 95% Confidence Intervals (blue) for BMI groups (obtained from the full-size
weighted survey estimates) to estimates for proportion and their 95% Credible Intervals (red) obtained
from the synthetic data produced by the DP Model (using a 20% random subsample of the original
data).
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Figure 6: For Female and Male Canadians aged 60 to 79 years old – Comparison of estimates
for proportion and their 95% Confidence Intervals (blue) for BMI groups (obtained from the full-size
weighted survey estimates) to estimates for proportion and their 95% Credible Intervals (red) obtained
from the synthetic data produced by the DP Model (using a 20% random subsample of the original
data).

As a quality control measure, we compute classical point estimates for proportion and their 95%

Confidence Intervals (CI) using the full observed sample and the standard for CHMS method, based
on bootstrapping, to adjust for stratification and clustering in complex CHMS sample design [Rao and
Wu, 1988], [Beaumont and Patak, 2012]. As a result, we have obtained two sets of estimates for
each group. The comparisons of estimates for proportion and their corresponding CI’s are shown
in Figures 4, 5 and 6. The corresponding estimates for all 6 groups obtained from synthetic data
(using a 20% random subsample as our training set) are close and stable approximations of the ones
produced by standard methods (on the full-size weighted sample) with significantly smaller Credible
Intervals.

4 Concluding remarks

We implemented a novel approach to the production of official statistics, based on properly weighted
datasets obtained from a survey with complex design and DP method. Such datasets and sets of
weights are available as outcomes of many statistical surveys and more work is foreseen to adapt
and test our model on various types of inputs. As shown by our results, the models based on Dirichlet
processes are capable of producing stable and precise estimates. Being led by the ever-important
challenges of survey production, we have placed two limitations on observed data samples, namely
restricted sample size and limited availability of the auxiliary information for an informed choice of
priors. Our results suggest that Bayesian DP-based non-parametric models can be effective under
such limitations. Observe that the notion of a small sample size is relative here and the actual
datasets used in our model are not considered small in general for this type of data analysis.

Being trained on only 20% of the observed CHMS sample, our DP model was able to produce
results that are close to the ones obtained following standard for CHMS procedures applied to the
initial full sample. This demonstrates versatility and implies the potential for application of our model
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to Small Area Estimation (SAE), as well as to data analysis in surveys with resulting effective samples
that can be considered extremely small for conventional methods of estimation. Another important
advantage of our DP model is that it does not require a precise and granular auxiliary information.
Model parameters allow for the use of quite a general base measure as well as placing more or less
trust in the prior distribution versus the observed data. Availability of high quality auxiliary information
can be helpful but is not absolutely necessary.

Since the primary outcome of our DP model is a family of posterior empirical distributions, sampling
from it allows for various types of statistical analyses and this approach can be applied in several
areas of survey production. One particular direction we are aiming to modernize in CHMS is via SAE
in cases of resulting effective samples of small size, limited availability of measurements or access to
communities and geographical areas.
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